
Optimization for Data Science
Instructor
Mateo Diaz (MatcooldOuchicago-edu)G
office : Suzuki Center, 304.
Office Hours : M 4 :40 - 5:40 pm.

TA : ??
Resources
- Website: mateodd 25 . github. io/opt-ds
- Canvas

- Gradescope
- Piazza

Grading scheme

Your grade will be determined by
four components:
- Homework (Approximately 3)
- Midterm (In-class)
- Final project (Groups 3-6 people, document, talk)
T Participation.

&



↑

Let GH , Gn , Ge , and Gp be the grades
for each component (normalized to be in

[0,1]) . Then, your final grade is the

solution to the following problem.

max GH · H + Gm · M + GF · F + Gp . P
(H, M,F,P)

S .t. H+ M +F+ = 100

101H125,

30? M,
M = F,
M+ E = 80,

OI PE10 .

Textbook
Notextbook, the syllabus includes sugges-
led books.

Al Policy
- Midterm No Al

- Homework Use it as a TA ,
write solutions

by yourself local defense).



- Final project Use Al as you wish.

why taking this class?
Traditional optimation theory deals with

min f(x).
XEC

Historically the objectives have changed.
- (1940 - 1960 Linear Programming beco-

was fractable thanks to Dantzig's
simplex method and the introduction

of computers.

(1960- 2000) Convex timization beop
comes more prevalent thanks to
work on gradient-based methods,
interior point methods.

1 (2000 - 2010) Well-matured software
led to the wide adoption of these
methods in applications I compressed
sensing , matrix completion , control).



D 12010 - 1 Deep learning illustrated
that nonconvex optimization is extreE
& mely practical . Why does it work ?

convex ? X exact gradients/Hessians?
smooth ? X X

This is what we will try to understand
Unlike convex optimization , this is not as
well understood. This is a movingtarget.
A typical statistical learning problem
We will often be interested in a

Pair of objectives of the form
I

f(w) = #& (w,z) and fr(w)= [l(w,
EnD ↑ t

-

↑population objective Empirical objective zity
Our true goal might be to solve

inff(w) , but we don't know about
W

D , we can merely sample from it
to obtain E, ..., In idD.

A popular approach is to intend



solve empirical risk minimization (ERM)
inf In (w).
w

Example(linear least squares) ↑

Suppose I want to estimate WEIR9

from measurements of the form
y = (Xw) + E .S

↑ ↑
~ N(O,I) ~ N(0

,
0I)

A standard objective for this is
f(w) = -(<W> -y) and full)=-

X
,y
strongly

Everything is "convex , smooth and nice whenuid

t

Example CLASSO).

Suppose now that we are told that we

is sparse,
i

.e., #ilwifo]d . Further,
we don't have many samples. Then

a natural objective (Tibshirani 196) is

fulw)= ((x,w) -yi)
"

+ 1 lw
A

Elwil promotes sparsity.
the I regularizer makes the objective non-



smooth
,
and when d>n

,
we no longer

have strong convexity. t

Example (Statistical learning)
Finally suppose that we want to learn a
function F : R -> R" using samples

y = =(x)
+ E &

↑ ↑
unknown N(0, 021)

Since we don't know how I looks like

we decide to use a neural network to

parameterized
Y

werd to approximate it:
f(w)= (H(Xw)- y)?

NN

Unlike before fn(.) might he highly
nonconnex, nonsmooth, and H(X· ) might
be overparameterized. Yikes ! t

What's a reasonable goal ?
Before we even start to design algorithms
we should step back and think about this

question. There are multiple natural options.



↳ Small objective gap
Maybe we want to find is such that
f(u) - f(w) < S.

Let's reason about finite samples
&

f(w)-f(w) = (f(w)-fu (w)] + [f(w) - In (w+)]
+ (f(w) - f(w+ )]
! fn(i) - inf fn(w)
~
optimization error

↑ 2 sup 1fn (w) - &(w)1 ·
W-

generalization/statistical error.
Distance to a minimizer

Let w* e R(w), maybe we would like
to find a point i s .t.

1

Ilw-wall <8 For some small 830.

Again, wedon't even get to see
f( . ) so there might be limit to how
small can s be withn samples.

Warning : There might be many minimizers
in overparameterized objective, which one is
reasonable?



= Critical point
A more reasonable goal is to achive what

most local algorithms can guarantee
IIV In (wills S. ↳ S-critical.
↓ I

Or some other notion of nonsmooth criticality.
It ain't much , but it is often the only
thing we can ensure

Topics
We will cover a few broad topics.
I smooth optimization
↳ Foundations
↳ PL inequality & overparameterization
↳ Landscape analysis

D stochastic optimization
↳ SGD Adaptiativity,
↳ Variance Reduction S preconditioning

D Nonsmooth optimization
momentum

↑

I

↳ Weak convexity
↳ Proximal methods

D Minimax problems (Time permitting)



Smooth optimization
Let us start simple and assume , I is
a smooth function , with L-Lipschitz gradients

11Vf(w , ) - -f(w)11- L llw-well.

Let's think of as a black box (we don't

know its exactstructure). We can merely
query w (f(w) , of (w)) · Our goal is
to find a s-critical point.

X
Theorem (Taylor) : Let f : RP-IR be

an L-smooth function , then

- If(y) - f(w) - (of(w) , y-w)l- Ellywill+
Armed with this result we can derive are

incredibly useful lemma.
Intuition

f (w) + 10 f(w), - wi + Elly-wll?
~I f( :)

&~Ix
--n
Descenttemma: Let f be L-smooth



and ne(0, 21). Then

f(w-a-f(w)) < f(w)-2(1-(x) 110f (will ?Z
num

1 when n=
2L

Proof This follows from Taylors with-

y =w- Of(W) , since

f(y) - f(w) + 215f(w/l12
= f(y) -f(w) + (0f(w) , y

-w]

↳ E11y-wil

= 110 f (W) II" .
I

Theorem : Suppose thatf is L-smooth and
-

inf f >.% . Consider the iterates

G) Wit, Wi - - OfSWs) ·

Then,

Ke[T-1) 1108(WIS(wf).min

* 40 , 1, ...,T-1]

Proof : Applying the descent Lemma-

to each index and adding all inequali



ties up yields
T- 1

↳ 118f(W)I(w) -f(w)
= f(wol - f(w+)
1 f(Wo) - inff .

Using that the minimum is smaller than the
average gives
min 110f(wil11(112KE[T-1]

-
> fewo) - inff-

compleating the proof. I

A natural next question is when is
it that we can garate something
about the distance to a solution.
For that we need additional regularity
assumptions.
Definition : We say that functionI iS
-

M-strongly convex it for all w, yer!

f(y) = f(w) + (5f(w), yw) + Ally -wil
--

..



Intuition

·⑳I -->f(w) +<0 f(w),
· -w)

-- +E11 - -wil?n
There are very strong consequences of this

assumption.
Proposition /Quadratic growth) : Suppose that

f is n-strongly convex
. Then , I has a

unique minimizer wa
,
and for all weRa

M 11W-w& 11? I f(w) - f(w*) · f

Theorem : Suppose thatI is L-smooth
-

andu-strongly convex. Then , the iterates

of (i) satisfy
f(wi) - f(w) - (7 - -)"(f(wo) - f(w).

t
A simple computation yields that if
we want to reach

f(w+) - f(w
*) 1 S

,

then it suffices to take



(why?) T2 log(-few)
Further guadratic growth ensures

Iw+ -wall 28/M.


